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Inside the Processor

What is the name of the cycle in which a CPU runs instructions one after another?   [1 mark]

What does the program counter hold?   [1 mark]

Which two registers are used to talk to RAM?   [2 marks]

What is held in the accumulator?   [1 mark]

An instruction has two parts. What are they called?   [2 marks]

In an instruction, which part says what to do?   [1 mark]

In an instruction, which part says what to do it to?   [1 mark]

What name is given to the fixed list of instructions a processor can understand?   [1 mark]

Is clock speed the whole story of how fast a computer is? Explain in one sentence.   [2 marks]

How does the number of cores affect a computer's performance?   [1 mark]
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Where do caches sit, and what job do they do?   [2 marks]

What does pipelining do to speed up the processor?   [2 marks]

Does RISC use many simple instructions or fewer complex ones?   [1 mark]

Does CISC use many simple instructions or fewer complex ones?   [1 mark]

Engineering is described as the management of what, rather than the pursuit of one best answer?   [1 mark]
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How a Program Actually Runs

From Your Code to the Machine

When you write a program, you usually write it in a high-level language like Python. This language is made for 

humans. It uses words and ideas that make sense to you. But the processor inside the computer does not 

understand these words at all. It only understands binary instructions: long strings of ones and zeros. So before 

your program can run, your code has to be turned into those binary instructions. Something must do the 

translating.
There are two main ways to do this. The first way uses a compiler. A compiler takes your whole program and 

translates all of it in advance, turning it into machine code before the program ever runs. Once that is done, 

the machine code can run on its own and it runs very fast. But there is a cost. Compiling the whole program 

first takes time, so it is slow to produce. The machine code it makes is also tied to one type of machine, so it 

may not work on a different kind of computer.

The second way uses an interpreter. An interpreter does not translate everything first. Instead, it reads and 

runs your program one line at a time, every single time you run it. This is slower to run, because the translating 

happens again and again as the program goes. But it is far more flexible, and it is much easier to find and fix 

mistakes, because you can see exactly where things go wrong. Many modern languages do not pick just one of 

these ideas. They blend compiling and interpreting together to get some of the best of both.

Below the high-level language sits another layer called assembly language. Assembly is a human-readable form 

of the processor's own instructions. Instead of ones and zeros, you write short commands like LOAD, ADD and 

STORE. Each of these commands maps almost one-to-one onto what the hardware actually does. You will 

probably never write whole programs in assembly. But seeing it even once changes how you read your own 

code, because you start to sense the machinery that a single line of Python is quietly hiding.

This hiding has a name: abstraction. Every layer, from your program right down to the tiny transistors in the 

chip, hides the messy detail of the layer below it. That way you can think clearly at your own level without 

worrying about everything underneath. A single line of Python may set off a huge amount of work down 

below, but abstraction lets you ignore that and get on with solving your problem.

Questions

What kind of instructions does the processor actually understand?   [1 mark]

Name one high-level language mentioned in the passage.   [1 mark]

What does a compiler do to your program?   [2 marks]
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Give two drawbacks of using a compiler.   [2 marks]

How does an interpreter run a program differently from a compiler?   [2 marks]

The passage says interpreted programs are easier to debug. Why does running line by line make finding 

mistakes easier?   [2 marks]

What do many modern languages do instead of choosing just one method?   [1 mark]

Write down two of the short commands used in assembly language.   [2 marks]

What does it mean to say assembly maps 'almost one-to-one' onto the hardware?   [2 marks]

What is the name given to the way each layer hides the detail of the layer below it?   [1 mark]

Why is abstraction helpful to a programmer, according to the passage?   [2 marks]

If you needed a program that runs as fast as possible once it is finished, would you prefer a compiler or an 

interpreter? Give a reason from the passage.   [2 marks]
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The passage says seeing assembly 'changes how you read your own code'. Explain in your own words what 

change it means.   [2 marks]

Why might compiled machine code not run on a different type of computer?   [2 marks]
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Paradigms and Data Structures

Spaced retrieval practice

What does the program counter hold?   [1 mark]

How does a compiler turn a program into machine code: all at once in advance, or line by line each time?   [1 

mark]

What does pipelining let a processor do?   [1 mark]

What is a programming paradigm?   [1 mark]

In procedural programming, how is the work given to the computer?   [2 marks]

What does object-oriented programming bundle together inside each object?   [2 marks]

A Student object might carry a name. What kind of thing might it also carry to put the student on a course?   [1 

mark]

Which paradigm leans on mathematical functions and avoids changing state?   [1 mark]

What is functional programming becoming increasingly important for handling?   [1 mark]
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Why is it useful to know more than one paradigm when solving different problems?   [2 marks]

What does the order "last in, first out" describe, and which everyday object is it compared to?   [2 marks]

Name two things a stack quietly powers inside a computer.   [2 marks]

What is the rule for getting items out of a queue, and what everyday line is it like?   [2 marks]

What does a linked list use to string its items together so it can grow and shrink?   [1 mark]

Which data structure branches like a family tree and makes searching efficient?   [1 mark]

Give two real-world networks of connections that a graph can model.   [2 marks]
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Fast, Slow, and How We Measure It

How Fast Is Fast Enough?

Imagine you have written a program and it works. The next question sounds simple: is it fast? You might think 

the answer is to time it with a stopwatch and count the seconds. But computer scientists rarely measure an 

algorithm in seconds. The reason is that seconds depend on the machine. The very same program will run 

faster on a new computer and slower on an old one. So the number of seconds tells you about the computer 

as much as it tells you about the algorithm.

Instead, we ask a cleverer question. We ask how the work grows as the problem gets bigger. In other words, if 

you give the program more to do, how much harder does it have to work? This way of thinking does not care 

which machine you use. It looks at the algorithm itself.

Some algorithms grow gently. If you double the amount of input, the work roughly doubles too. This is called 

linear growth. Other algorithms grow much more steeply. If you double the input, the work quadruples, which 

means it becomes four times as much. That steeper growth gets out of hand very quickly as the data gets 

large.

To talk about this growth, computer scientists use a shorthand called Big O notation. You write O(n) for gentle, 

linear growth, where doubling the input doubles the work. You write O(n squared) for the steeper kind, where 

doubling the input quadruples the work. You do not need the deep mathematics yet. You only need the big 

idea hiding underneath.

That big idea is this: a clever algorithm beats a fast computer once the data is large enough. A slow but well-

chosen method on an old machine can overtake a clumsy method on a powerful machine, as long as there is 

enough data. The shape of the growth matters more than the speed of the chip.

A good example is searching. A linear search plods through a list one item at a time, checking each one until it 

finds what it wants. A binary search is much smarter. Each step, it halves the search space, throwing away half 

the list at once. On a big list, binary search leaves linear search far behind. There is one catch: binary search 

only works on a sorted list, because halving the list only makes sense when the items are in order.

All of this changes the questions you ask about your own code. At first you only ask, 'does it work?' Now a 

second question sits right beside it: 'does it still work when there is a million times more of it?' A program that 

copes with a tidy little example but collapses under a mountain of data is not really finished. Thinking about 

growth early saves you a nasty shock later on.

Questions

Why do computer scientists rarely measure an algorithm in seconds?   [2 marks]

What question do we ask instead of counting seconds?   [1 mark]

What does linear growth mean when you double the input?   [1 mark]
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With the steeper kind of growth, what happens to the work when you double the input?   [1 mark]

What is the name of the shorthand used to describe how an algorithm's work grows?   [1 mark]

What kind of growth does O(n) describe?   [1 mark]

What kind of growth does O(n squared) describe?   [1 mark]

According to the passage, what beats a fast computer once the data is large enough?   [1 mark]

Describe how a linear search looks for an item in a list.   [2 marks]

What does a binary search do to the search space at each step?   [1 mark]

Why must a list be sorted before you can use a binary search on it?   [2 marks]

The passage says timing a program tells you about the machine as much as the algorithm. Explain in your own 

words why this is a problem when comparing two algorithms.   [2 marks]
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Why might a program that handles a small example still not be 'finished'?   [2 marks]

Suppose two programs both work correctly, but one grows as O(n) and the other as O(n squared). On a very 

large amount of data, which would you choose, and why?   [2 marks]
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Binary and Boolean Logic

Spaced retrieval practice

What are the two parts of a single instruction called?   [2 marks]

Does an interpreter translate a whole program in advance, or run it line by line each time?   [1 mark]

What kind of order does a stack use: last-in-first-out or first-in-first-out?   [1 mark]

Inside a computer, what is everything ultimately stored as?   [1 mark]

What is two's complement used to store?   [1 mark]

Two's complement lets the processor do subtraction by using which other operation?   [1 mark]

Give one benefit of using two's complement.   [1 mark]

Which way of representing numbers lets a computer store numbers that have a fractional part?   [1 mark]

What are the two parts a floating point number is split into?   [2 marks]
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Scientific notation writes a large number as a small number times a power of ten. Which binary representation 

works in a similar way?   [1 mark]

What does floating point gain, and what does it give up in return?   [2 marks]

Which character set replaced ASCII so that every writing system on Earth could be represented?   [1 mark]

Choosing how to represent data is described as what kind of decision?   [1 mark]

What does Boolean algebra let us write logic circuits as?   [1 mark]

How are Boolean expressions made shorter?   [1 mark]

If you simplify a Boolean expression, what does this reduce in the hardware?   [1 mark]
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Networks, Databases and Thinking Like a Computer Scientist

Cooperating Parts and Habits of Mind

When you open a web page, it can feel like one piece of magic. But underneath, the internet is built from 

many parts that each do one job and then trust the next part to do the rest. Learning to see those parts is a big 

step at A-Level.

Networking is built in layers, and this design is called the TCP/IP model. Each layer handles one concern only. 

For example, one layer worries about where a packet should go, while another worries about the physical wire 

it travels along. The clever trick is that each layer hands the rest of the job down to the layer below it. The part 

choosing the destination does not need to care about the wire at all. This is another example of abstraction: 

hiding the messy detail of one layer so you can think clearly at your own level.

Most of the web rests on the client-server model. Your browser is the client. It sends a request to a server, and 

the server sends back the page. But your browser cannot reach a server using a friendly name like a website's 

address straight away. First, that domain name has to be turned into a number address the browser can 

actually reach. Only then can the request travel.

Once data arrives, it often needs storing. A-Level treats databases as a topic in their own right. Instead of 

dumping everything into one giant table, data is split across several linked tables. Why? To avoid repeating the 

same information over and over. This idea of splitting data to avoid repetition is called normalisation. The 

separate tables are joined back together through shared keys, so the computer knows which rows belong with 

which.
To ask a database a question, we use a language called SQL. A short, almost-English sentence can pull exactly 

the rows you want out of millions. You SELECT the columns you want, name the table they come FROM, and 

add a WHERE condition to keep only the rows that match. Even a tiny taste of this makes the formal study 

later feel like recognition rather than a cold start.

Running underneath every one of these topics is a way of thinking the course rewards again and again. 

Decomposition means breaking a daunting problem into smaller pieces you can actually solve. Abstraction 

means deciding what detail to ignore so you can reason at the right level. You already do both without naming 

them; the course makes them deliberate.

Finally, good computer scientists think ahead about edge cases. What happens when the input is empty, or 

enormous, or malformed? A program that only works on the tidy example you tested is not yet finished. Real 

data is messy, and a solution must survive it.

Questions

What is the name of the layered model that networking is divided into?   [1 mark]

How many concerns does each layer in the model handle?   [1 mark]

When one layer finishes its job, what does it do with the rest of the work?   [1 mark]
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The passage says layering is an example of which big idea that also appears inside the processor?   [1 mark]

In the client-server model, which part is your browser: the client or the server?   [1 mark]

Before your browser can reach a server, what must a domain name be turned into?   [1 mark]

Why is data split across several linked tables instead of one giant table?   [2 marks]

What is the name for splitting data to avoid repeating it?   [1 mark]

How are the separate tables joined back together?   [1 mark]

What is SQL used for?   [1 mark]

Name the three SQL words mentioned that help you pull exactly the rows you want.   [2 marks]

In your own words, explain the difference between decomposition and abstraction.   [2 marks]
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Give two examples of edge cases that a good computer scientist thinks about.   [2 marks]

The passage says a solution that only works on the tidy example is 'not yet finished'. Why might such a solution 

still fail in real life?   [2 marks]
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